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* GPGPU outperforms CPU in IEEE-compliant 64-bit floa
« Similar efficiencies (60% - 80%), power ~2x higher f

» Many-core (GPGPU) is a disruptive technology for HP
« As of June 2010 2 " fastest supercomputer in the world is China’s “Nebu

ting-point performance
or GPU, cost ~2x lower for GPU

C, not a special-purpose accelerator
lae”

» ~4,600 GPUs, combined theoretical peak higher than Oak Ridge “Jaguar”

... this is why we are all here today.
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The Many-core + Multi-core Problem

Remember when this
seemed complicated?

8 cores

PCle

160 cores

Co-processors are back, along with the unsolved pro blems, and entirely new problems
Data and control must be orchestrated between distr ibuted resources — cores + memory
Problem differs significantly from recent distribut ed HPC challenges

Very serious latency and bandwidth constraints

Problems: locking, memory consistency, asynchronous operations, concurrency

Doesn't the operating system take care of this? ... No, not anymore — see the OpenCL spec
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Brown Deer Technology and GPGPUSs

Fundamental research in the use of GPGPU and other acc  elerators
- electromagnetics -.seismic .quantum chemistry .physics -encryption

ATI Stream Computing Partner since 2008

Develop software, middleware, and tools for GPGPU  [EEI&’
* libocl - OpenCL implementation targeting HPC
o libstdcl — simplified, UNIX-style interface for Open CL targeting HPC
» cltrace — Compute Layer tracing tool
» coprthr — CO-PRocessing THReads SDK
* Open-source GPLvV3 - open development, portability, n o smoke-and-

MIrrors
 GPGPU support to the DoD through the HPCMP PETTT program
 Algorithm design, optimization, technology evaluati ons
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floating point
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6 | GPU Computing — Past, Present and Future with ATI Stream Technology AMD
The future is fusion
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Early Investigation of Application Kernels

* Objectives
 Evaluate representative computational kernels impor tant in HPC
« Grids, finite-differencing, overlap integrals, part icles
« Understand GPU architecture, performance and optimi  sations
» Understand how to design GPU-optimised stream appli cations

» Approach
* Develop “clean” test codes, not full applications
« Easy to instrument and modify
« Exception is LAMMPS, a real production code from DO  E/Sandia

» EXxercise was to investigate treatment of a “real co  de”
» Brings complexity, e.g., data structures not GPU-fr  iendly
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Brook+ Programming Model

prog.cpp:

1.‘I.6at a[256];

float b[256];

float c[256];

for(i=0;i<N;i++)
prog.cpp-: { cli] = a[i]*bi]; } 100.0r: R
kernel void
float a[256]; foo_kern(
float b[256]; - float A<>,
float c[256]; float B<>,
Stream<fioat> s_a(1,N); Recipe for Brook+ acceleration:|, outfioat e
Stream<float>s_b(1,N); : Tt i —A*R-
Stream<float> s c(1N) 1) ldentify critical loop or section {C=A*B;}

2) Create streams for datasets

I/ for(i=0;i<N;i++) 3) Replace loop or section with
I1{cfi] =da[i]_*b[i]; } a) Data transfer Host-to-GPU
z:g::ggdggg; b) Execution of GPU kernel(s)
foo_kern(s_a, s_b, s_c); c) Data transfer GPU-to-Host
s_c.write(c); 4) Transform loop body or section into SIMD kernel,

5) And move it to a brook+ file (.br)
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Quantum Chemistry: Two-Electron Integrals

One of the most common approaches in
guantum chemical modeling employs gaussian
basis sets to represent the electronic orbitals
of the system

A computationally costly component of these
calculations involves the evaluation of two-
electron integrals

For a gaussian basis, evaluation of two-electron int egrals reduces to summation
over closed-form expression (Boys, 1949)

Features of expression required to be evaluated:
Certain pair quantities can be factored and pre-cal  culated
Expression contains +, -, ¥, /, sqrt(), exp(), erf( )

Copyright © 2010 Brown Deer Technology, LLC. AligRts Reserved.
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Quantum Chemistry: Two-Electron Inteqgrals

Initialization

__initalization
!
!

SCEMGCE O — — — = = = >

Pair Pre-Calc Pair Pre-Calc
Calc 2-e Integrals Calc 2-e Integrals

Implementation uses Brook+

Copyright © 2010 Brown Deer Technology, LLC. AligRts Reserved.
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Quantum Chemistry: Two-Electron Inteqgrals
(Implementation Details)

Consider simple test case: 3D lattice of Hydrogena  toms using a STO-6G basis (1s only)
Evaluation of two-electron integrals reduces to man y summations over 36 -36= 1296 terms
Use of float4 SIMD ops requires inner loop of only 36-9 iterations
Use of double2 SIMD ops requires inner loop of only 36- 18 iterations
Most difficult part of implementation involved the erf() for which no hardware instr exists
Most CPU-based codes us a piecewise approximationd  ue to Cody (1968?)

Good for CPUs, reduces FLOPS at expense of branchin g

Terrible for GPUs, branching is a performance kille  r
Used approximation by Hastings (1949?) valid for en  tire domain (with a few tricks)

Quality of the erf() approximation warrants further investigation

Benchmarks performed for various lattice dimensions (Nx,Ny,Nz) leading to wide span in
terms of number of integrals evaluated

Copyright © 2010 Brown Deer Technology, LLC. AligRts Reserved.
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Quantum Chemistry: Two-Electron Integrals
GPU vs. CPU: Time per Million 2-e Integrals

-+ GPU-fNL
—>— GPU-fFL
- GPU-fU

—A— GPU-dU
-@®- GPU-dFLU2
—+— CPU-f
A—A || & CPU-d

Time [sec]

7.2E+04 6.9E+05 2.2E+06 6.4E+06 2.0E+07 3.2E+07

Number of Integrals *GPU = ATI Radeon 4870

Various implementations:

float(f)/double(d), Nested-Loop (NL), Fused-Loop (F L), Unrolled (V)
Results are complex, reveal a lot about the archite  cture and run-time API
Best float implementation: fully unrolled loop (9 i terations)
Best double implementation: fused-loop w/partial (2 iteration) unroll
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Quantum Chemistry: Two-Electron Integrals
GPU vs. CPU: Time per Million 2-e Integrals

= GPU-fU

—— GPU-fU-s2

- GPU-dFLU2
—&— GPU-dFLU2-s2

1 [T —0= 1 - - CPU-f
—A— CPU-d

Time [sec]

JAN|

01 AI\AIAI//%I/A\IAQQM

7.2E+04 1.1E+06 6.4E+06 2.0E+07

Number of Integrals

Large numbers of integrals: latency and GPU setupt  ime is completely amortized

Small numbers of integrals: repeating calculation ( s2) reveals GPU setup/compute time
Entire calculation is repeated including complete d ata transfer
s2 time more reflective of real codes (integrals re  -evaluate repeatedly)
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Quantum Chemistry: Two-Electron Inteqgrals
STO-6G(1s) 4x4x4

Total GPU Setup GPU Compute
ATI1/4870/single 0.968 sec 0.678 sec 0.290 sec
AMD/9950(3GHz)/single 236.242 sec e
244x ((81ax )«
N—"
ATI/4870/double 2.728 sec 0.241 sec 2.487 sec
AMD/9950(3GHz)/double 198.749 sec A~
72x (_80x )e
N—"
Nvidia/8800GTX/single* 1.123 sec
AMD/175/GAMESS* 90.6 sec

*Ufimtsev and Martinez (early work)

Large number of integral limit (~10 million)
SP: 814x speedup
DP: 80x speedup
CPU implementation definitely not optimized
GPU performance/speedup will nevertheless be substa  ntial

Copyright © 2010 Brown Deer Technology, LLC. AligRts Reserved.
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Molecular Dynamics: LAMMPS

Rhodopsin Protein

Fundamental technique for molecular modeling
Simulate motion of particles subject to inter-parti cle

forces
LAMMPS is open-source MD code from DOE/Sandia
Dr. Steve Plimpton, http://lammps.sandia.gov

Goal: accelerate inter-particle force calculation

*Original work due to Paul Crozier and
Mark Stevens at Sandia National Labs

Rhodopsin Protein Benchmark (most difficult)

Details: All-atom rhodopsin protein in solvated
lipid bilayer with CHARMM force field, long-
range Coulomb via PPPM, SHAKE constraints,
system contains counter-ions and a reduced
amount of water

Benchmark: 32,000 atoms for 100 timesteps

Simulation using AMD Firestream 9170

Copyright © 2010 Brown Deer Technology, LLC. AligRts Reserved.
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Molecular Dynamics: LAMMPS

Initialization

N step/N step nn l

-Eﬁ_

N_step_nn l

v

Stream Read pos,vel

Pair Potential Pair Potential

Stream Write

Propagator

Implementation uses Brook+
Finalization

Copyright © 2010 Brown Deer Technology, LLC. AligRts Reserved.
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Molecular Dynamics: LAMMPS
Implementation Details

Only pair potential calculation moved to GPGPU ( ~> 80% run time on CPU)
Specifically: PairLJCharmmCoulLong::compute()

Basic algorithm: “foreach atom-i calculate force fro m atom-j”

Atom-i accessed in-order, atom-j accessed out-of-or  der

Pairs defined by pre-calculated nearest-neighbor li st (updated periodically)

CPU efficiency achieved by using “half list” such t hat|>i

Eliminates redundant force calculations
Cannot be done with GPU/Brook+ due to out-of-order writeback
Must use “full list” on GPU (~ 2x penalty)

LAMMPS neighbor list calculation modified to genera  te “full list”

Copyright © 2010 Brown Deer Technology, LLC. AligRts Reserved.
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Molecular Dynamics: LAMMPS
Implementation (More) Details

Host-side details:
Pair potential compute function intercepted with ca Il to special GPGPU function
Nearest-neighbor list re-packed and sent to board ( only if new)
Position/charge/type arrays repacked into GPGPU for = mat and sent to board
Per-particle kernel called
Force array read back and unpacked into LAMMPS form  at
Energies and virial accumulated on CPU (reduce kerne | slower than CPU)

GPU per-atom kernel details:
Used 2D arrays accept for neighbor list
Neighbor list used large 1D buffer(s) (no gain from use of 2D array)
Neighbor list padded modulo 8 (per-atom) to allow ¢ = oncurrent force updates
Calculated 4 force contributions per loop (no gain from 8)
Neighbor list larger than max stream (float4 <41943  04>), broken up into 8 lists

Force update performed using 8 successive kernel in vocations

Copyright © 2010 Brown Deer Technology, LLC. AligRts Reserved.
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Molecular Dynamics: LAMMPS
Benchmark Tests

General:
Single-core performance benchmarks
GPGPU implementation single-precision
32,000 atoms, 100 timesteps (standard LAMMPS benchma  rk)

Test #1: GPGPU <«
Pair Potential calc on GPGPU, full neighbor list, n  ewton=off, no Coulomb table

Direct comparison (THEORY)

Test #2: CPU (“identical” algorithm, identical mode ) <
Pair Potential calc on CPU, full neighbor list, new  ton=off, no Coulomb table

Test #3. CPU (optimized algorithm, identical model)
Pair Potential calc on CPU, half neighbor list, new  ton=off, no Coulomb table

Architecture Optimized (REALITY)

Test #4: CPU (optimized algorithm, optimized model) <
Pair Potential calc on CPU, half neighbor list, new  ton=on, Coulomb table

ASCI RED single-core performance (from LAMMPS websi te)
Most likely a Test #4, included here for reference

Copyright © 2010 Brown Deer Technology, LLC. AligRts Reserved.




GPU-Accelerated Computing for Chemistry and Materia |
Simulations Using ATI Stream Technology

Molecular Dynamics: LAMMPS
Rhodopsin Benchmark

Note: Early results (2008)
using FireStream 9170 and
ATI Stream SDK v1.1

E Other B Neighbor Calc B Potential Calc O Total

Firestream Athlon 64 Athlon 64 Athlon 64 ASCI RED
9170 Test X2 3.2GHz X2 3.2GHz X2 3.2GHz Xeon
H#1 Test #2 Test #3 Test #4 2.66GHz

Amadahl’'s Law: Pair Potential compared with total time: 35%(Test#1), 75%(Test#2), 83%(Test#4)

Copyright © 2010 Brown Deer Technology, LLC. AligRts Reserved.
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OpenCL — What It Is, What It Is Not

Industry standard for parallel programming of heter ogeneous computing platforms

Substance: OpenCL = CAL + CUDA + Brook + OpenGL buff er sharing

Two parts:
Platform and runtime API Programming lanquage
Operating system moved into user-space C extensions for device programming
Good news, programmer has control over Execution context is a kernel
Device discovery, registration, setup Familiar with Brook+/CUDA. no
Creating work queues surprises

Memory consistency

Bad news, programmer has responsibility
for ...

OpenCL is NOT designed to make programming GPUs eas ier, although it can

OpenCL is a very low-level standard designed to sup  port platform independent
software stack

Copyright © 2010 Brown Deer Technology, LLC. AligRts Reserved.
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STDCL: OpenCL for HPC Developers (1/4)

(A brief digression for coders)

ldea:
OpenCL provides explicit, platform/device-independen t control over execution
and data movement
In practice this can be tedious, the syntax/semanti cs can be verbose
Provide simplified interface based on typical use ¢ ases in a familiar UNIX style

Example: Obtaining a compute layer “context”

OpenCL: (1) query platforms, (2) select platform, (  3) get devices, (4) create
contexts for each device, (5) create command queues for each device

STDCL: provides default contexts  stddev , stdcpu , stdgpu , ... “ready to go”
#include “stdcl.h”

CONTEXT* stddev; /* contains all devices */
CONTEXT* stdcpu; /* contains all CPU devices */
CONTEXT* stdgpu; /* contains all GPU devices */

Link with -Istdcl

Modeled after stdio.h

Copyright © 2010 Brown Deer Technology, LLC. AligRts Reserved.
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STDCL: OpenCL for HPC Developers (2/4)

(A brief digression for coders)

Example: Managing compute layer kernels
OpenCL: (1) manage program text, (2) create program , (3) build program, (4)
create kernel

STDCL provides clopen(), clsym()
#include “stdcl.h”

void* clopen( CONTEXT* cp, const char* filename, in t flags);

cl_kernel clsym( CONTEXT* cp, unsigned int devnum, void* handle,
const char* symbol, int flags);

int clclose( CONTEXT* cp, void* handle);

Link with —Istdcl

Use:
void* h = clopen(stdgpu,"nbody_kern.cl",CLLD _NOW);
cl_kernel krn = clsym(stdgpu,h,"nbody_kern",CLLD_NOW );

clclose(stdgpu,h);

Modeled after Linux dlopen(), disym()

Copyright © 2010 Brown Deer Technology, LLC. AligRts Reserved.
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STDCL: OpenCL for HPC Developers (3/4)

(A brief digression for coders)

Example: Memory Management
OpenCL: requires use of opague memory buffers, enqu eueing
readbuffer/writebuffer, flags and control over rela tion to host pointers

STDCL provides clmalloc() for compute-layer sharable memory allocation
#include “stdcl.h”

void* clmalloc( CONTEXT* cp, size_t size, int flags)
void clfree( CONTEXT* cp, void* ptr);

Link with —Istdcl

Use:
cl_float4* pos = (cl_float4*)clmalloc(stdgpu,nparti cle*sizeof(cl_float4),0);

;:.I.free(pos);

Modeled after malloc()

Copyright © 2010 Brown Deer Technology, LLC. AligRts Reserved.
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STDCL: OpenCL for HPC Developers (4/4)

(A brief digression for coders)

Example: Managing (asynchronous) execution
OpenCL: requires engueueing and managing events

STDCL provides clmsync(), clfork(), clwait()
#include “stdcl.h”

cl_event cimsync( CONTEXT* cp, void* ptr, int flags) ;

clfork( CONTEXT* cp, unsigned int devnum, cl_kernel krn, clndrange_t* ndr, int
flags);
cl_event clwait( CONTEXT* cp, cl_uint devnhum, int fl ags);

Link with —Istdcl

Use:
clmsync(stdgpu,0,pos,CL_MEM_DEVICE|CL_EVENT_NOWAIT)

clfork(stdgpu,0,krn,&ndr,CL_EVENT_NOWAIT);
clmsync(stdgpu,0,pos,CL_MEM_HOST|CL_EVENT _NOWAIT);

clwait(stdgpu,0,CL_KERNEL_EVENT|CL_EVENT RELEASE);

Copyright © 2010 Brown Deer Technology, LLC. AligRts Reserved.
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Software Design for GPGPU

GPU as an Accelerator

CPU GPU GPU

Transfer Data >

SO - - - - - - [ - - -- -

Transfer Data

Compute

... Question — Is this really how we should use GPUs

Pros

Easy way to get started, potential performance boogmaybe not so easy)
Cons

Aamadahl’'s Law will catch up with you

Overhead can be substantial (data transfer, data sicture)

Copyright © 2010 Brown Deer Technology, LLC. AligRts Reserved.
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Software Design for GPGPU

GPU as a Processor(?)

CPU GPU GPU ___CPU o
T .., W, . S
' ) R
ERT ., W, —

r ) R
I ., W W

Note CPU count: physical = 1, logical = 2

Different idea
Architect software for many-core GPGPU
Multi-core host acts as operating system
Same multi-core is “re-targeted” for compute ... leads to another question, are we
supposed to revrite our codes

Copyright © 2010 Brown Deer Technology, LLC. AligRts Reserved.
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N-Body Algorithms Make Great GPGPU Demos

Models motion of N particles subject to
particle-particle interaction, e.qg.,

Gravitational force

Charged particles
Computation is O(N?)
Algorithm has two main steps:

r Calculate total force on each particle
o

r. -r.
/ i~
/ A — m
| rJ — ri Il// f| S ] | rJ _ ri |3

i

) Update particle position/velocity over some
I. ¢ small timestep (Newtonian dynamics)

... too simple, consider case where GPGPU is natias fit

Copyright © 2010 Brown Deer Technology, LLC. AligRts Reserved.
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Silicon Defect Diffusion (1/2)

Molecular Dynamics can be used to
study thermally induced infrequent
events

Examples include defect diffusion in Vacancy diffusion
solids, can be used to study growth
of large defects impacting material
properties

Simulation is challenging
Requires small timestep to I3
correctly model thermal motion
Requires long simulations to
observe events

a | b c
3

I3
Tri-interstitial defect diffusion

For most of the simulation nothing
actually happens — events are
infrequent Extended {311} defect

Copyright © 2010 Brown Deer Technology, LLC. AligRts Reserved.
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Silicon defect diffusion (2/2)

Si Vacancy Diffusion
local energy of selected atom

Transition events occur over
relatively small time intervals relative
to the overall simulation time

The real motion of interest is in the

The thermal motion is necessary, but

S
L
)
=2
Q -
0 transition events
T
(&)
(@)
- . .
uninteresting
time (fs)
t=6338 fs t=6416 fs t=6464 fs t=6704 fs

Copyright © 2010 Brown Deer Technology, LLC. AligRts Reserved.
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Technigues for Accelerated Dynamics

Parallel Replica — (Voter, 1998)
Replicas of the system are run independently on multiple processors
First transition on any processor halts all runs
Accumulated time from all processors reflects correct dynamics
Depends critically on determining occurrence of transition & correct transition time

N Replicas Transition? Re-crossing? Replicate De-phase

M f

— X — X
V(X) V(X) V(X)

/L

— - X —— X — X
(] n

n n

n n

V(x) V(X)
wx

— X

X
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Components of a Parallel Replica MD Code

Potential — for silicon can use Stillinger-Weber three-body potential

Propagators
Langevin — provides NVT ensemble
RNG - LCG64
Velocity-Verlet — provides NVE for testing
Transition detection
Steepest decent minimization (“stop and quench technique”)
Real-time multi-resolution analysis (use wavelets for detection)

Objective is to use many-core GPGPU processorsto p  erform parallel replica MD

Copyright © 2010 Brown Deer Technology, LLC. AligRts Reserved.
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Program Structure

CPU GPU

-— Update RNG

SEEE Propagator Pre-Force

SW Force

— - | |

aialely Propagator Post-Force

-—— Test Transition

--- Replicate

CPU host acts as a scheduler, performs no compnutati

Copyright © 2010 Brown Deer Technology, LLC. AligRts Reserved.
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Unconventional Use of a Many-core Processor
(Appears to be many, which one is the “core”?)

L

16 Stream Cores

A

5 Processing Elements
A

11

- - - - ’- - - -
20 SIMD Engines

T

View as20 CPU coresvith 16-way threadingndSSE for single-precision

For double-precision, no SSE
Use the 20 “cores” to run 20 parallel replica ensesbl

SIMD engines are completely decoupled, which isattolitectural reality anyway
Not an obvious choice, not very stream-like

Copyright © 2010 Brown Deer Technology, LLC. AligRts Reserved.
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MD Without Nearest Neighbor Lists

LAMMPS and nearest-neighbor (NN) lists revisited

Most MD codes are driven by the NN list
Turns O(N?) problem into O(N) problem

Leads to arbitrary global memory reads, not good for GPGPU
This is not the only approach
Group atoms into small cells large enough to ensure that each atom can only

interact with other atoms in adjacent cells

Still provides the pre-screening for an O(n) algorithm

For silicon the physics provide some order to this approach

Approximately 8 atoms per cell with NN cut-off less than cell size

Copyright © 2010 Brown Deer Technology, LLC. AligRts Reserved.
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Three-Body Potentials

Stillinger-Weber potential has the form:

Two-body term leads to a simple optimization: f,, = -f,;
Can chose to exploit this, or not — factor of 2x in FLOPS

Three-body term is more difficult: F, +=f,, +f,; F,-=f, , F; =1,
Difficult to exploit this on GPGPU — leads to bad scatter memory access

The issue of precision:
Forces calculated with double-precision
Positions, velocities and total forces stored in single-precision

Copyright © 2010 Brown Deer Technology, LLC. AligRts Reserved.
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Force calculation with a 32KB Cache (1/7)

store positions

S0 oloo oloo o|°0 ©
o © o © o © 0O 0 1 13 25 26
(e} (o) (@]
o °lo®°°lo®® o ©
SO0 o|l®*e e|®°0 o0]°0 o
og o: og og
o °le ®lo °lo © . a . ﬁ
©o0o oloo ol°0 o|°0 o
o © o © o © o ©O
o o) ° o ° o
o) °1lo °lo o
Oo oloo ol°0 0]°0 o
o © o © o© o©
o o O o ° o O o
o) o o o)
. cache?2 (float3, 5184 bytes)

For each cell load particle position from global menory for 1+26 cells
Treat boundary as appropriate
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Force calculation with a 32KB Cache (2/7)

store positions; store local index of neighbors storer;-r; for n neighbors
0 1 13 25 26 0 1 n-1 1516 0 1 nl 15 16
— 00 H HAH
cache2 (float3, 5184 bytes) cache3ptr (int, 1024 bytes)cache3nn (float3, 5184 bytes)

For each particlei find particle j such that |r;| < cut-off
Result is a NN list
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Force calculation with a 32KB Cache (3/7)

store force$

©0 oloo oloo o|°0 O
o © o © o © o © 0 1 13 25 26
(0] (o) (e}
o °lo®°lo® oo ©
SO0 0|90 0|0 o0]°0 o
OO OO oo OO
o) o) o) o
°© OO OO OO ° H BB ﬂ
©0 oloe o]0 of°0 O
OO OO Ooo OOO
o)
00 %o °lo” °lo " ©
Oo olo0o ol]°0 ol°0 o
o © o © o(;) o ©
o o
o oOOoo olo o)
. cache?2 (float3, 5184 bytes)

For each cell load forces from global memory for 126 cells
Treat boundary as appropriate

Note that cacheZ2 is overwritten —particle positiongan be thrown away

Copyright © 2010 Brown Deer Technology, LLC. AligRts Reserved.




GPU-Accelerated Computing for Chemistry and Materia |
Simulations Using ATI Stream Technology

Force calculation with a 32KB Cache (4/7)

store local index of neighbors ~ storer;-r; for n neighbors
n-1 1516 0 1 n-1 15 16

Update forces from two-body term
Pre-calculate quantities for three-body term

LITTTITTTTTTTITTIT @
LITTTTTTTITTTTITTT fis

cache3ptr (int, 1024 bytes) cache3nn (float3, 5184 bytes)

store forced store assoc. pre-calc quantities
0O 1 13 25 26 0O 1 n-1 15 16

cache? (float3, 5184 bytes) cache4nn (double4, 8192 bytes)
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Force calculation with a 32KB Cache (5/7)

ore local index of neighbors storer;-r; for n neighbors store assoc. pre-calc quantities
n-1 1516 0 1 n-1 15 16 n-l 15 16

0O 1

cache3ptr (int, 1024 bytes) cache3nn (float3, 5184 bytes) ~ cache4nn (double4, 8192 bytes)

—

S

(@

LITTTITTTITTTTITTT fis

LIITITITTITTITITTITTRS

storef; for n neighbors
0 1 n-1 15 16

Calculate forces from three-body term
Must avoid data collision

cache3ff (float3, 5184 bytes)
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Force calculation with a 32KB Cache (6/7)

store local index of neighbors ~ storeX; for n neighbors store force$
1 n1 516 0 1 nl 15 16 0 1 13 25 26
cache3ptr (int, 1024 bytes) cache3ff (float3, 5184 bytes) cache2 (float3, 5184 bytes)

Accumulate forces from three-body term
Still careful to avoid data collisions
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Force calculation with a 32KB Cache (7/7)

store force$

OOOOOO ol 0o ol 0 O
0 1 13 25 26 . ©% loo 0°
(0] [e) (o]
(©) Oo OOOOO ©
S0 0|90 0|0 o0]°0 o
o © o © o © o ©
e} o o o
o °l, °lo °ol, o
H B B
' ©0 oloo ol o|°0 o
o © o © o © OOO
e} o
[6) OoOOO °lo ©
Oo oloo ol°0 o]0 o
o © o ©O o © o ©
o) o o o)
o ©°lo” °lo " °lo " ©
|
cache2 (float3, 5184 bytes) .

For each cell store forces in global memory for 1#2cells
Treat boundary as appropriate

Algorithm is cache-optimized and scalable to larggstems
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Hardware and Software Setup

Hardware
ASUS M4A79T
Phenom X6 1090T BE @ 3.2 GHz ($300)

ATl Radeon HD 5970 ($700)
/ AT| Radeon HD 5870 ($400)
/ Software

CentOS 5.4

GCCA4.1

ATI| Stream SDK v2.1
Brown Deer COPRTHR SDK v1.0-ALPHA

“cygnus” hybrid CPU/GPU workstation
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Preliminary Results

Ncell | Natoms Nrep | Time (sec)
ATI Cypress GPU 4 511 20 24.81
AMD Phenom CPU 4 511 1(6) 6.12
ATI Cypress GPU 8 4095 20 192.07
AMD Phenom CPU 8 4095 1(6) 50.50
ATI Cypress GPU 12 13823 20 760.00
AMD Phenom CPU 12 13823 1(6) 170.33
ATI Cypress GPU 16 32767 10 1536.20
ATI Cypress GPU 16 32767 20 1545.68
AMD Phenom CPU 16 32767 1(6) 408.71

*CPU uses LAMMPS as a reference 215 atom Vacancy Diffusion

CPU host acts as a scheduler
Cypress faster than a quadcore, slower than a hexae Entire simulation on an ATl Radeon HD 5870

Both cases < 25% difference
Several important optimizations remain to be done
NN list calc accounts for over 50% of time, but cafle done every 10 steps
Other “standard tricks” have not been done (unrolling, register reduction, etc.)
Results are very encouraging
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Who Will Shape the Future of HPC Using Many-Cores?

Innovation Flow

|

or

|

or
G—)
?

Oak Ridge Jaguar Hybrid CPU/GPU workstation
Probably really expensive Phenom X6 plus “gamer boards”
~ 6+60 cores for ~ $2,500

* We are very likely entering (yet another) significa  nt transition in HPC
» Comparable to previous technology disruptions: vector, SMP, distributed clusters
 Parallelism has traditionally required large invest ments to access the technology
« Parallel computing required large-scale resources by definition
* This new parallelism of many-core is very different

» Meaningful access to this technology is cheap
» The most powerful processors ever created are readily available for < $400
* You only need a few to do meaningful development of middleware and applications
* Result is that innovation can come from almost anywhere with this technology
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